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How chips are shaping data centre
requirements, strategies, and markets

This article explores the key chipsets that make up modern data centres and
the market dynamics shaping their design, production and supply, as
workloads become more specialised.
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What chips sit inside a data centre today?

Broadly, modern data centres rely on three classes of silicon, each serving a distinct role in the compute stack:

1. Core compute: General-purpose processors, and increasingly specialised accelerators, that execute the
majority of application logic.

2. Storage and management: Chips that store and protect data, maintain system integrity and deliver
essential control functions, ensuring the persistence, reliability and secure operation of data centres.

3. Data movement and infrastructure offload: Chips that move data and support compute by handling
network traffic, security functions and other system overheads, reducing the burden on core processors.

Stores data persistently and
maintains system reliability and
control

Core compute

Storage and

}/ management

CPUs (Central processing units)

CPUs are the general-purpose processors that provide broad control and execution capability across the data
centre. They can run many types of instructions and manage complex logic, making them suitable for tasks
that are not purely numerical or require frequent decision-making.

Typical workloads include:

e Operating systems

e« Web and application serving

e Virtual machines

Core compute /{

Data movement
and infrastructure
management
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Executes application logic and
Al workloads

Moves data and handles
network, storage and system
overhead




Pre-and-post processing tasks around Al models

CENTRAL PROCESSING UNIT

* CPUs are the general-purpose
(micro)processors at the core of almost every
computing device — from phones to laptops to
data centre servers.

» They are designed to handle a wide variety of
tasks quickly and reliably, especially those that
require complex, sequential decision-making.

» To do so CPUs contain a small number of
powerful, highly optmised cores. Each core is
built to execute many different types of
instructions, switch rapidly between tasks and
manage control-heavy workloads — this makes
them excellent at orchestrating systems.

» CPUs remain the dominant processing unit for
general compute across devices and data
centres.

* Integrated device manufacturer — A company which both
designs and fabricates chips

|segments in recent years.

Key players

¢4 Characteristics

Intel

@

still leads the x86 CPU ecosystem,

PC and server processors. Its
dominance is increasingly
challenged however.

Intel is the company that created and

@
N
supplying a huge share of the world’s ey
3

AMD

Advanced Micro Devices (AMD)
is Intel’s primary challenger in
the x86 CPU market, and has
grown its market share across
desktop and data-centre

9

AWS has made strides in server
CPUs through its in-house, ARM-
based, Graviton line. Available
only on AWS, Graviton is
optimised for cloud workloads
\helping AWS drive efficiency.

Power efficiency
Very high PPW for
sequential workloads

Cost
Very low cost
commitment

PLS

Flexibility
Caters to a range of
parallel compute tasks

Specialist ARM-based server
CPU designer — seeking to
disrupt the x86 dominated data
centre CPU market.

D 2
A TS 2
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Market concentration
Historically dominated by
Intel but picture changing

GPUs (Graphics processing units)

GPUs are general-purpose compute and were originally developed to accelerate graphics rendering,
particularly the mathematical operations required to draw and manipulate 3D images in real time for games

and visual applications. Their architecture — designed to execute many identical calculations in parallel

them efficient for transforming and shading millions of pixels per second.

—made

Over time, this parallel design proved extremely effective for matrix and vector computations, which are central
to machine learning. As a result, GPUs shifted from being graphics-only devices to becoming the primary

engines for Al training and Al inference. Today, discrete GPUs sit at the centre of high-performance computing
and Al data centres.

Typical workloads include:

Training Al models

Al inference of large models

Scientific simulations and analytics

Video processing and rendering
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GRAPHICS PROCESSING UNIT

* As the name suggests, GPUs are processors
intended originally for graphics rendering
(primarily in the gaming and film industries).
As such, GPUs are designed to perform
massive parallel computation.

» To do so GPUs contain thousands of small,
efficient cores (unlike the select powerful
cores of a CPU) - all of which excel at
performing the same operation on many data
points simultaneously (i.e breaking down task
into thousands of independent steps).

* Today GPUs are the dominant processing unit
for Al - training and inferencing.

oA o
on Characteristics

NVIDIA
The most valuable company in the Power efficiency
world, tipped to command more than Very high PPW for
>90% of the discrete GPU hardware parallel workloads
market and much of this is
attributable to its vast software
Cost
AMD @ ) Very high cost
it t
Advanced Micro Devices (AMD) is commitmen
Nvidia's main challengerin the
discrete GPU market, competing on
performance and price. Viewed as —
the main player for those diversifying Flexibility
away from Nvidia. Caters to a range of
parallel compute tasks
Intel @ X Y
Re-entered discrete GPU market | | Cambricon m=tard .
in 2020, aims to privde a cost- F RO Market concentration
effective solution to Nvida and Market dom(natedby
AMD. Success limited thus far. Nvidia

Al ASICS

Custom ASICs (Application-Specific Integrated Circuits) are processors designed for a specific workload
rather than general-purpose use. By implementing only the required logic, they offer higher efficiency and
lower power consumption for that workload. In modern data centres, ASICs are increasingly important as

operators seek cost-efficient and power-efficient alternatives to general-purpose compute (such as CPUs and

GPUs).
Typical workloads:

e Alinference acceleration

« Networking and packet forwarding (switch and router ASICs)

e Storage management (SSD controllers for wear-levelling and error correction)

How chips are shaping data centre requirements, strategies, and markets

© STL Partners




SPECIALISED Al ACCELERATORS
T

Characteristics

 An Al ASIC (application-specific integrated
circuit) is a custom chip built specifically to run
Al workloads very fast and with low power.

 These accelerators are often branded in
different ways, for example as Neural

Key players
~

-

Google @

Designs the Cloud Tensor
Processing Unit (TPU). These
are deployed at scale across its
global footprint and underpin its

( N
Aavs D

Designs its Trainium chips for

model training and its Inferentia

ASIC for Al inferencing

workloads. These are deployed

re e

Power efficiency
Very high PPW for target
Al workloads

Processing Units (NPUs), Tensor Processing Al services.* across AWS's cloud.*
Units (TPUs), or Language Processing Units N /N J
[ N [ A Cost

(LPUs). Regardless of the label, the goal is to
process Al workloads — model training and/or
inference — with higher efficiency than general-
purpose processors.

Huawei's Ascend line of chips is
deployed at scale in China —
from Huawei Cloud, China 3
Processing Unit (LPU) is Mobile and China Telecom.
deployed in several data centres | | Their platform underpins
- Humain and Bell Canada ) @eepseek's inferencing. )

( N
Merchant @

Groq @ High upfront design cost
for very low cost Al PPW
One of several start ups —
designing custom ASICs for Al

inferencing. Its Language

w}
[ J
®

Flexibility
Optimised for a narrow
set of data flows

« Al ASICs are task-specific by design. Unlike
CPUs, which are built to run many different
programs via a general instruction set, an ASIC
hard-wires a particular computation into

8

silicon. Its important to note the role of A fz = .~ = g
B A merchant silicon design house A arket concentration
Hyperstfalers do not currently offer their custom ASICs such as Broadcom and Marvell ) sambaﬂovaBal@ enstarent Market driven by cloud
commercially for sale. \who support Al ASICs design ) | Qualcomm ) providers

Memory

High Bandwidth Memory (HBM) is a type of stacked DRAM (Dynamic Random-Access Memory (DRAM) — the
main type of working memory used in servers and computing systems) designed to deliver much higher
bandwidth than conventional memory, by placing multiple memory dies very close to the processor and
connecting them with wide, high-speed interfaces. While conventional DRAM still dominates the overall
memory market, Al workloads place far greater emphasis on memory bandwidth than traditional enterprise
applications. Rather than serving as general-purpose system RAM, HBM is tightly integrated with GPUs and Al
accelerators so they can keep their compute units fed with data, improving performance and power efficiency
for bandwidth-hungry workloads. In modern data centres, HBM has become a critical part of “Al factory”
designs, enabling dense accelerator clusters to train and run very large models that would otherwise be limited
by memory speed.
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HIGH BANDWIDTH MEMORY

+ High Bandwidth Memory (HBM) is a form of
memory technology optimised for very fast
data transfer (through high bandwidth) and
low power consumption.

« While traditional memory (i.e RAM) is spread in
one layer across a horizontal surface (planar),
HBM stacks vertically multiple layers of DRAM,
all connected together. This enables more
memory to be placed closer to a processor,
facilitating higher data transfer rates — as
opposed to conventional DRAM etc.

« HBM is most often used to support Al
workloads, where limitations in storing and
retrieving data can be a key obstacle

* HBM is integrated directly within the same
physical package as the host processor.
Because HBM needs to be designed to fit the
processing unit it is paired to, orders must be

placed typically a year before production.

LG EVEES

(S

:A Characteristics

SK Hynix€3»

South-Korean semiconductor
manufacturer, emerged as the
dominant player in the HBM market.
Fabricates wafers in-house. Principal
supplier of HBM to Nvidia.

\

Micron &

Micron Technology forms one of the
‘big three’ HBM designers. Designs
and produces HBM for data centres,
alongside a strong presence in other
adjacent high-performance memory
sectors.

rer e

Power efficiency
Very high bandwidth per
watt

:

Cost
Significantly more costly
than standard memory

Flexibility
Not general purpose,
modular memory

IDM top-three global HBM
producer, investing significantly
in gaining market share in this
sub-segment of memory market.

Other
GXMt (=D
FUJITSU

l [ m
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Market concentration
The HBM market is
dominated by three firms

Data-movement and infrastructure offload
DPUs / SmartNICs (Data Processing Units)

DPUs are network interface cards that include their own processors and hardware accelerators. Their role is to
take on infrastructure tasks that would otherwise consume CPU resources. By handling networking, security,

and storage operations directly on the NIC, they reduce overhead on the main server and improve system

efficiency, in addition to enforcing isolation of the tenant from the data centre operator.

Typical workloads:

o Packet processing and high-speed network 1/0

e Virtual switching and routing used in cloud environments

o Encryption, firewalling, and security inspection

o Freeing CPUs from infrastructure management so they can focus on application workloads
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DATA PROCESSING UNIT | SMART NIC

Q What is it @ Key players := Characteristics
* A SmartNIC is a NIC that includes its own N 3
processing that lets it run infrastructure NVIDIA €W
functions on the card itself, instead of on a Leading DPU solution provider One of Intel's strategic pillars Power efficiency
CPU. SmarNIC is the neutral umbrella term for with its Bluefield compute through its Infrastructure Very high PPW for data-
T platform - primarily targeted at Processing Unit (IPU) line. plane workloads
NICs with on-board compute. DPUs (or as Intel deployment in hyperscale data -_—
names IPUs) are an evolution of SmartNIC. centres.
« This is a more nascent market, mainly driven N < = Cost
by larger data centre operators. Primary AMD @. ) it i e T
benefits include offloading infrastructure ) ) but TCO attractive
ks of CPUs (thei - AMD targets the DPU space AWS is one of the leaders in - -
management tasks o s (their monetisable through its Pensando DPU respect to volume of DPU G E———
asset), enforcing better hardware isolation solution line. deployment via its in-house
between the data centre operator and the AWS Nitro DPU - launched —
tenants and ultimately improving network initially in 2017 and now Flexibility
y Imp! 9 deployed across the AWS Cloud. More flexible than an ASIC
throughput. but not general-purpose
N
LT
Entered the DPU space through srodbcon (@ KALRAY 4
its OCTEON family of products. e Market concentration
Ez A Dominated by Nvidia but
less so than GPU market

Switch ASICs (Networking Switch Chipsets)

Switch ASICs are the specialised chips inside data centre switches. Their function is to move data between
servers at extremely high speed with predictable latency (see our previous article on data centre connectivity).
Unlike CPUs or GPUs, they are optimised for fixed-function packet forwarding and routing logic.

Typical workloads:
e High-throughput packet forwarding between servers and racks
e Routing, load balancing, and congestion control

« Implementing data centre network policies (e.g., QoS, telemetry, filtering)

Storage components

Memory

High Bandwidth Memory (HBM) is a type of stacked DRAM (Dynamic Random-Access Memory (DRAM) — the
main type of working memory used in servers and computing systems) designed to deliver much higher
bandwidth than conventional memory, by placing multiple memory dies very close to the processor and
connecting them with wide, high-speed interfaces. While conventional DRAM still dominates the overall
memory market, Al workloads place far greater emphasis on memory bandwidth than traditional enterprise
applications. Rather than serving as general-purpose system RAM, HBM is tightly integrated with GPUs and Al
accelerators so they can keep their compute units fed with data, improving performance and power efficiency
for bandwidth-hungry workloads. In modern data centres, HBM has become a critical part of “Al factory”
designs, enabling dense accelerator clusters to train and run very large models that would otherwise be limited
by memory speed.
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HIGH BANDWIDTH MEMORY

+ High Bandwidth Memory (HBM) is a form of
memory technology optimised for very fast
data transfer (through high bandwidth) and
low power consumption.

« While traditional memory (i.e RAM) is spread in
one layer across a horizontal surface (planar),
HBM stacks vertically multiple layers of DRAM,
all connected together. This enables more
memory to be placed closer to a processor,
facilitating higher data transfer rates — as
opposed to conventional DRAM etc.

« HBM is most often used to support Al
workloads, where limitations in storing and
retrieving data can be a key obstacle

* HBM is integrated directly within the same
physical package as the host processor.
Because HBM needs to be designed to fit the
processing unit it is paired to, orders must be

placed typically a year before production.

LG EVEES
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SK Hynix€3»

South-Korean semiconductor
manufacturer, emerged as the
dominant player in the HBM market.
Fabricates wafers in-house. Principal
supplier of HBM to Nvidia.

\

Micron &

Micron Technology forms one of the
‘big three’ HBM designers. Designs
and produces HBM for data centres,
alongside a strong presence in other
adjacent high-performance memory
sectors.

rer e

Power efficiency
Very high bandwidth per
watt

:

Cost
Significantly more costly
than standard memory

++ @

Flexibility
Not general purpose,
modular memory

IDM top-three global HBM
producer, investing significantly
in gaining market share in this
sub-segment of memory market.
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Market concentration
The HBM market is
dominated by three firms

SSDs

SSDs (Solid-state drivers) store data on NAND (non-volatile memory that retains memory without power) flash

chips. They provide high performance and low latency compared with hard drives. Each SSD includes a

controller that manages how data is written and retrieved, ensuring reliability and consistent performance over

time.

Used for:

e Block storage

o Fastdatabases

e Virtual machines
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SOLID STATE DRIVES

Q What is it Key players := Characteristics
= An SSD (solid-state drive) is a storage device ( N Titai N
that uses NAND flash memory chips instead of Samsung & m
spinning disks. It stores data persistently and Vertically integrated producer of | |Strong in QLC-based, high- Power efficiency
delivers far higher performance and reliability NAND, controllers and density SSDs optimised for High draw compared to
L enterprise SSDs; major supplier hyperscale storage. HDD
than traditional HDDs. to hyperscalers and OEMs -
« At the heart of every SSD is an SSD controller
ASIC, which manages wear-levelling, error > < > < T
cogzction,lbad—block managﬁm;nt,hcacning Micron @& More expensive per GB
and data placement across the flash cells.
P NAND pioneer and leading Produces NAND and NVMe %
 SSDs are essential for fast block storage, vendor of NVMe SSDs for cloud SSDs for cloud, HPC and e ————
databases, caching layers, and latency- and enterprise deployments general data-centre workloads
sensitive workloads, and are widely used in Flexibility
both hyperscale cloud and enterprise data Functionally narrow but
cemreﬁp P b <\ = widely applicable
e N N
Wstrn Dgtal@ Seagate @ @
Western Digital supplies high- Expanding NVMe SSD portfolio g
endurance and high-capacity alongside HDDs, especially for Market concentration
SSDs used in storage arrays and | |array and JBOD vendors Concentrated but multi-
\cloud backends )L ) vendor

HDDs

HDDs (Hard disk drives) store data on magnetic spinning platters. They offer much higher capacity per dollar
than SSDs, though with slower access times. They remain a core part of cloud storage systems where scale
and cost efficiency are the priority.

Used for:

Object storage
Backup

Archival data

HARD DISK DRIVES

Q What is it @ Key players := Characteristics
» An HDD (hard disk drive) is a storage device ( 3
that uses spinning magnetic platters and a Wstrn Dgtal €@ rer
mechanical read/write head to store data Major producer of Ultrastar and other HDDs for cloud and enterprise Power efficiency
persistently. deplqyments, including energy-efficient models targeted at high- Strong for storing large
density storage racks amounts of data cheaply
« A drive controller manages head positioning, L J
error correction and caching, allowing the 0S 688
to read and write data in logical blocks.
~ ~N Cost
» HDDs are optimised for capacity and cost, not Seagate @D Lowest cost per GB of any
. DC storage medium
latency: they offer much lower performance One of the two largest HDD manufacturers globally. Its Exos and 2 SRR
than SSDs but far cheaper cost per GB, so they IronWolf lines supply high-capacity drives widely used in hyperscale
remain the primary medium for bulk, cold and object storage, backup and archive systems
backup storage in hyperscale and enterprise - 4 Flexibility
data centres. Functionally narrow but
widely used
A -
Toshiba @& 00
Important third player in the HDD market, focused on high-capacity g
enterprise drives for servers, giving hyperscalers and OEMs an M?fket concentration
additional supply source Highly concentrated on
L ) small number of vendors
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Storage controllers

Storage controllers manage the flow of data to and from persistent storage. They handle the complexities of
flash media, maintain data integrity, and implement data-protection schemes across devices. In SSDs this
logic is embedded; in larger storage systems, it is provided by dedicated controller hardware.

Used for:

e Wear-levelling

e Error correction
e Encryption

e Caching

Summary

This growing reliance on specialised silicon is fundamentally reshaping data centre design. Rather than
optimising around general-purpose servers, operators are now designing facilities around accelerator clusters,
high-bandwidth memory, dense interconnects and purpose-built networking and offload hardware. Power
delivery, cooling, rack density and network topology are increasingly driven by the needs of GPUs, Al ASICs and
HBM-rich systems, while DPUs and advanced switch ASICs become essential to scaling performance
efficiently. As a result, modern data centres are evolving from uniform compute environments into tightly
integrated “Al factories”, where architectural choices are dictated by data movement, memory bandwidth and
energy efficiency as much as by raw compute capacity.
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